Flow-based programming using the ‘flow’ package for Java.

There are four ‘directions’ of communication port – input, output, shared and bidirectional.

There are two possible types of notification:

1. An object can sit waiting for something to happen (by calling the receive method at an input port) and be reawakened when there is something to process.

2. An object can have a special method (synchronized or not) that is called when there is something to process.

The essence of a ‘processor’ uses the second type of notification – it is really just a function or method (possibly with state), not an entire object/class.  A processor is given an array of objects as input, some of which may be null pointers, and it alters the array and the objects to perform its function.  This model enables the parallel processing of multiple entries in a queue without getting the results out of order – each input set automatically generates a place for the output, which is filled at some later time.  The channel model for a processor therefore consists of a single queue, with each entry in the queue being an array.  Unfortunately this model does not allow for the communication of primitive data types, however a simple modification to the queuing system will support this (possibly by using singleton objects as placeholders in the object queue to indicate that a primitive datum from one of the supplementary primitive-type queues is being transmitted – this avoids wasting memory on lots of ‘wrapper’ objects, but does entail some memory inefficiency with the multiplicity of queues).

The processor is not concerned with what happens to its output or where its input comes from, however the overall ‘process scheduler’ is.  The process scheduler activates processors when their input criteria are met (all the information necessary to perform an operation is available) and their output criteria are met (the results of an operation are required for some purpose).  The scheduler works forwards and backwards to determine which processors to activate in order to generate the appropriate results.  Some processors may have complex activation criteria, hence it should be possible for some processors to remain dormant but semi-conscious (if you like) so that time-based responses, input from the user and interfaces, and so on may be implemented.

